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Abstract

The ability of discovering feature interactions in a black‐box model is vital to explainable deep
learning. We propose a principled, global interaction detection method by casting our target as a
multi‐arm bandits problem and solving it swiftly with the UCB algorithm. This adaptive method is
free of ad‐hoc assumptions and among the cutting‐edge methods with outstanding detection ac‐
curacy and stability. Based on the detection outcome, a lightweight and interpretable deep learning
model (called ParaACE) is further built using the alternating conditional expectation (ACE) method.
Our proposed ParaACE improves the prediction performance by 26% and reduces the model size
by 100+ times as compared to its Teacher model over various datasets. Furthermore, we show the
great potential of our method for scientific discovery through interpreting various real datasets in
the economics and smart medicine sectors.

Motivation

Current black box machine learning models are often hard to interpret, and heavily parameterized.

A list of existing post‐hoc interpretation methods:

LIME (Ribeiro et al., 2016) and SHAP (Lundberg and Lee, 2017): Give an importance score for
each feature, the nonlinear interpretation is missing.
Metamodel (Alaa and van der Schaar, 2019): Use symbolic expression to approximate the black
box model, which is able to capture the nonlinear relationships.
Interaction Detection: ANOVA, HierLasso, RuleFit, AG, IH, NID, PID, STI, etc.

Credit to Christoph Molnar

Redesign

?

We focus on the Interaction Detection tasks. The
state‐of‐the‐art methods have their drawbacks in
different perspectives, some of them are quite
heuristic, some of them are computationally heavy.
We proposed a principled, fast, and generic inter‐
action method for better model interpretation.

Further more, we propose a novel neural network
structure called Parametric ACE (ParaACE) to take
advantage of the extracted interpretations (e.g. fea‐
ture importance, detected interactions) to improve
the model, which closes the loop of Data Science
Life Cycle. Indeed, we are able to improve themodel
in terms of model performance/accuracy, model in‐
terpretability, and model size.

Preliminary: What is Interaction?

Definition (Friedman & Popescu 2008). A function F : Rp → R is said to exhibit an interaction
between two of its variables xi and xj if the difference in the value of F (x) as a result of changing the

value of xi depends on the value of xj. Equivalently, if Ex

[
∂2F (x)
∂xi∂xj

]2
> 0, namely the partial derivative

w.r.t xj turns out to be dependent on xi, then we say xi and xj are interacted. Otherwise, xi and
xj have no interaction, if F (x) can be expressed as the sum of two functions f\i and f\j , where
f\i(j) is irrespective to xi(j). See the following example of bi‐variate functions.

An Overview of Our Main Method

Our method has two stages namely, interaction detection and ParaACE modeling. In stage 1, we
extract the interaction strength information from the black‐box model, which should be useful
to for the neural network structure redesign in the second stage . In stage 2. a novel ParaACE
model is implemented and trained for better model performance, interpretability, and model size.

Stage 1: Fast Generic Interaction Detection

We use f (i, j) := Ex

[
|∂

2F (x)
∂xi∂xj

|2
]
as a measure of the global interaction strength. Finite difference

method is a common way to approximate the Hessian on a given data point, i.e.,
∂2F (x)
∂xi∂xj

≈ 1
4hihj

[F (x + eihi + ejhj) − F (x + eihi − ejhj)

− F (x + ejhj − eihi) + F (x − eihi − ejhj)],
(1)

where ei is a one‐hot vector with the i‐th element being equal to one, and
zeros otherwise. The choice of perturbation size hi or hj (abbrev. hi(j))
is critical. For our problem, we particularly do not want hi(j) to be too
small so that the four evaluation points appeared in the numerator lie on
the same hyperplane (e.g. region A in Figure), which makes the quantity
in Equation 1 always equal to zero. The following theorem reveals that
choosing a sufficiently small hi(j) is not necessary.

Theorem. For any x and y, function F shows no interaction between x and
y, i.e. it can be decomposed as F (x, y) = a(x) + b(y) if and only if, for any h, k > 0, F (x + h, y + k) −
F (x + h, y − k) − F (x − h, y + k) + F (x − h, y − k) = 0.

If one estimates f (i, j) by averaging over the whole dataset of sizeN , it requires 4Np(p−1)/2 eval‐
uations of the function F . In practice, we do not have to evaluate that many times, because many
pairwise interaction strength are too weak to have an impact on the output, and top k strongest
pairwise interactions are well sufficient for data modeling and interpretation. We cast this problem
into the best k‐arms identification problem in the context of multi‐armed bandits. Each feature
pair is regarded as an arm, and we use famous Upper Confidence Bound (UCB) algorithm to solve
it. The total number of evaluations drops from O(Np2) to O(p2 log(p2N) + kN).

… … …
… …

…

…

…

Algorithm 1 UCB ({Ar : r ∈ [n]}, m, k)
1: For each arm {Ar : r ∈ [n]}, compute an initial (1 − δ) confidence interval by running

log(n) steps of the estimator to obtain: [µ̂r(1) − Cr(1), µ̂r(1) + Cr(1)]
2: B = {} // Set of k best arms
3: S = {Ar : r ∈ [n]} // Set of arms under consideration
4: while TRUE do
5: At iteration t, pick arm Ar that maximizes µ̂r(t − 1) + Cr(t − 1) among arms in S .
6: if arm Ar is evaluated less than m times then
7: Refine the confidence interval and mean estimate of the arm Ar by updating the

estimator one more time.
8: else
9: Set µ̂r(t) to be the current mean of the arm and set Cr(t) = 0.
10: end if
11: if Arm Ar is such that ∀i ̸= r, µ̂i(t) + Ci(t) < µ̂r(t) − Cr(t) then
12: Add Ar to B
13: Remove Ar from the set of arms under consideration, that is S = S − {Aj}.
14: if |B| = k then
15: return B
16: end if
17: end if
18: end while

Figure 1. Top Left: The entries of the Hessian are treated as arms. Bottom Left: Illustration of the notations used in
Algorithm 1. This is a snapshot taken at iteration t, for which the colored solid bar and the red dashed bar are the
true mean reward and the current estimate for each arm, respectively. At each iteration, the arm with the highest
upper confidence bound (UCB) will be pulled. Right: Pseudo‐code for the UCB algorithm.

Stage 2: ParaACE Modeling

We propose a new architecture called ParaACE, inspired by several seminal works on Generalized
AdditiveModel (GAM) and (nonparametric) Alternating Conditional Expectation (ACE) method. The
original ACE method is based on the following model,

θ(Y ) =
p∑

k=1
ϕk(Xk) + ϵ, (2)

and solves for the optimal transformation functions {θ, ϕ1, · · · , ϕp} nonparametrically in the Hilbert
space. However, it only considers the transformation of each single feature and is time consuming
for large p. We build the ParaACE model with the detected interactions as

h(x; {θsi}, {θri}, β) :=
p∑

i=1
βisi

(
xi; θsi

)
+

R∑
i=1

βp+iri
(
xIi

; θri

)
, (3)

where {Ii}R
i=1 is a set of indices for the detected interaction pairs, si and ri are the transformation

functions for a single feature and interacting features with the corresponding parameters {θsi} and
{θri}, β is a weight vector for the output of all the transformation functions. As shown in the left
figure, an optional fix‐up ResNet layer can be further appended.

Experimental Results

Interaction detection methods in comparison.
ANOVA AG IH NID PID Our method

F1(x) 0.992 1 ± 0.0 0.989 0.970 ± 9.2e−3 0.986 ± 4.1e−3 0.947 ± 2.5e−2
F2(x) 0.468 0.88 ± 1.4e−2 0.968 0.79 ± 3.1e−2 0.804 ± 5.7e−2 0.944 ± 3.2e−2
F3(x) 0.657 1 ± 0.0 1 0.999 ± 2.0e−3 1 ± 0.0 1 ± 0.0
F4(x) 0.563 0.999 ± 1.4e−3 1 0.85 ± 6.7e−2 0.935 ± 3.9e−2 0.997 ± 2.7e−3
F5(x) 0.544 0.67 ± 5.7e−2 1 1 ± 0.0 1 ± 0.0 0.988 ± 2.3e−2
F6(x) 0.780 0.64 ± 1.4e−2 0.932 0.98 ± 6.7e−2 1 ± 0.0 0.925 ± 3.7e−2
F7(x) 0.726 0.81 ± 4.9e−2 0.611 0.84 ± 1.7e−2 0.888 ± 2.8e−2 0.714 ± 7.0e−2
F8(x) 0.929 0.937 ± 1.4e−3 0.954 0.989 ± 4.4e−3 1 ± 0.0 0.984 ± 4.2e−3
F9(x) 0.783 0.808 ± 5.7e−3 0.831 0.83 ± 5.3e−2 0.972 ± 2.9e−2 0.948 ± 4.6e−2
F10(x) 0.765 1 ± 0.0 1 0.995 ± 9.5e−3 0.987 ± 3.5e−2 1 ± 0.0
average 0.721 0.87 ± 1.4e−2 0.931 0.92 ± 2.3e−2 0.957 ± 6.2e−2 0.945 ± 5.6e−31

1 smallest standard deviation means highest stability.

NRMSE of several baselines versus our proposed ParaACE tested on 10 synthetic datasets and
real‐world datasets.

F1 F2 F3 F4 F5 F6 F7 F8 F9 F10 average CR

OverparaFC 0.026 0.054 0.059 0.062 0.042 0.041 0.018 0.024 0.032 0.023 0.038 1
KD (student) 0.029 0.055 0.061 0.064 0.041 0.042 0.019 0.024 0.032 0.024 0.039 278
LTH 0.027 0.044 0.032 0.032 0.039 0.033 0.018 0.021 0.029 0.025 0.030 18
ParaACE 0.025 0.035 0.031 0.030 0.038 0.025 0.016 0.019 0.023 0.021 0.026 283

OverparaFC LTH ParaACE
Datasets N p NRMSE Parameters NRMSE CR NRMSE Parameters CR

Elevators 16599 18 0.0483 ± 1.3e − 3 4999461 0.0523 ± 1.7e − 3 87 0.0475 ± 1.3e − 3 39848 125
Parkinsons 5875 20 0.0251 ± 3.6e − 3 5009461 0.0180 ± 1.7e − 2 87 0.0204 ± 2.1e − 3 40946 122
Skillcraft 3338 19 0.0937 ± 7.4e − 3 5004461 0.1228 ± 2.7e − 2 87 0.0929 ± 7.7e − 3 40397 124
Bike sharing 17379 15 0.0403 ± 1.4e − 3 4984461 0.0404 ± 1.8e − 3 87 0.0420 ± 1.9e − 3 38201 130
Cal housing 20640 8 0.1059 ± 1.6e − 3 4949461 0.1038 ± 5.7e − 4 87 0.1022 ± 2.2e − 3 16388 302

Visualization of the transformed features.
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Conclusion

In this paper, we proposed a fast generic and model‐agnostic interaction detection method, which
is able to extract interaction knowledge from a pre‐trained Teacher model. Thorough analyses on
the computational complexity of our method were conducted. The obtained interaction knowledge
can be further encoded into designing a Student model, called ParaACE, which is more compact
and equally accurate (mostly even better). We also showed experimentally that our ParaACE model
is sample efficient. The model‐agnostic property enables tremendous applications in different do‐
mains of finance, smart medicine, biology, wireless communication, etc., where a great number of
well‐performed black box models have been built but not interpreted yet.
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